


Introduction
So you want to learn to make pixel art. 

There’s a lot of ways to do it! Pixel art is still new 
   compared to most other art forms, but has given 
   rise to a diverse international community of 
   artists from a number of different pixel art 
   cultures. While there are many subcultures of 
   this medium that sometimes don’t agree with 
   each other about what it means to be a pixel 
   artist, this particular guide is focused upon what 
   is often considered to be the “purest” form of 
   pixel art. 
That’s not intended as a value judgment, there’s 
   just not a lot of proper ways to distinguish the 
   various subcultures of pixel art - all are valuable 
   and significant, but for now I mean I will focus 
   on creating works of art using clusters and 
   working at the level of a single pixel. Pixel art is 
   capable of a high level of refinement and is as 
   robust and broad as any traditional art form.

Let’s give a quick rundown of how this is going to 
   play out.

~ We’ll begin with a basic set of definitions of how 
   we define pixel art.

~ We’ll follow with an explanation of clusters, the 
   fundamental unit of pixel art, and everything 
   that cluster-use entails.

~ Third, we’ll discuss anti-aliasing, a technique 
   used to smooth boundaries and adjust clusters.
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~ Then we’ll move to another technique, 
   dithering, and how it is used.

~ Rounding out the mechanics of pixel art, we’ll 
   tackle the problem of banding, a complex but 
   ubiquitous flaw in pixel art that is vital to 
   understand.

~ Once you are equipped to work with pixel art’s 
   techniques there will be a touch of color theory 
   used to support an explanation of how contrast 
   and other issues of color are used in pixel art.

~ The seventh lesson is about style and how to 
   make your art unique to you.

~ Lastly we’ll cover some of the most common 
   methods of starting new pieces.

The format of the lessons is to move one by 
   one through those topics, each one building on 
   the last. I’ll discuss purpose as well as how to 
   actually use the technique. Words in bold will 
   also be defined in Appendix C, the glossary. 
   After each lesson is a series of exercises should 
   you desire some direction to practice your new 
   skills.
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There are a couple of things that I won’t teach.

~ Composition: This includes general construction 
   of a scene such as perspective as well as implied 
   composition  like light source management. 
Composition is a critical skill for an artist, but it’s 
   not one unique to pixel art. It’s also outside my 
   area of expertise so pursue a more qualified 
   expert there. There are textbooks dedicated to 
   this complex topic.

~ Color Theory: I’ll talk about contrast and 
   elements of color that are unique to pixel art, 
   but to really cover color theory is also far 
   beyond me. We would also be here forever. 
There is some explanation necessary to properly 
   deal with contrast though, so if you’re looking 
   for a basic primer on it I’ll be providing that.

Neither of these two things are necessary to 
   simply create pixel art, but are vital if you wish 
   to become an excellent artist.

One more thing before we start the lessons: me.
What are my qualifications? Why should you 
   listen to a word I say?
There are no formal education paths for pixel art, 
   so I don’t have any verification or certification 
   of my abilities. I have been a pixel artist since I 
   was around 10 years old, meaning I have nearly 
   a dozen years of experience, residing mostly 
   in forums (the long-defunct Nsider, The Forest 
   Haven, Pixeltendo, DeviantArt occasionally The 
   Spriter’s Resource Community and Pixelation, 
   but primarily on PixelJoint). 
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I don’t consider myself an exceptional pixel artist, 
   but I am a strong writer with a head for 
   explanation. I’m recognized for my thorough 
   and informative critiques, written in 
   understandable and supportive language. This 
   is why I consider myself well-suited to the task 
   of writing a complete tutorial.

I will be doing my utmost to teach a neutral style 
   so you can fill in your own preferences, but 
   inevitably my personal style may come through. 
   In the interest of being wary of this, here is what 
   I’ve identified as the hallmarks of my own style:
~ I like perfect curves. Abrupt curves are valid in 
   pixel art, but I still don’t like them much.
~ I use between 8 and 16 colors most of the time.
~ I don’t like hard outlines, especially internal to a 
   piece.

If you don’t know what some of those terms 
   mean, don’t worry, I’ll cover them. Let’s begin!
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Lesson One:
What Is Pixel Art?
The definition of pixel art isn’t quite as simple as 
   “art made of pixels.” The distinction comes from 
   two main elements: technique and tools.

~ Technique
Pixel art is about precision. While not necessarily 
   created one single pixel at a time, you want to 
   be exerting control over the piece on the level of 
   single pixels. If you open your graphics 
   software and try to use the brush tool, even 
   if zoomed very far in, you can’t control how the 
   brush adds individual pixels - the automatic 
   anti-aliasing of the brush tool makes this an 
   impossible task. Now switch to the pencil tool, 
   and you can create single hard pixels (or pixels 
   that do not use automatic anti-aliasing) without 
   affecting any of the pixels around them. The 
   pencil tool is the default tool for most pixel 
   artists.
It’s not just about that though. If I’m zoomed to 1x 
   or 2x and just sketching with the pencil without 
   going in to refine, that’s not pixel art. Well, sort 
   of. Technically it falls into the category widely 
   known as “oekaki.”
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There are a lot of artists who allow oekaki as its 
   own form of pixel art, but I’ll be clear: even if 
   you define oekaki as a form of pixel art 
   yourself, that is not what I am referring to when 
   I talk about pixel art. There are also other 
   innovations in the pixel art field like SpriteLamp 
   and its normal map/pixel art crossbreed, and I’d 
   love for the community to have a conversation 
   sometime about the changing field of pixel art, 
   but I will be dealing with more conventional 
   pixel art through these lessons.

Pixel art is often characterized by a limited 
   palette. This originally came out of the 
   restrictions of the computers used, and later 
   was largely influenced by the limited color 
   palettes of the game consoles people made pixel 
   art assets for. Those days are behind us, but the 
   desire for a limited palette is not. Working with 
   a small palette shows a fine amount of control 
   over how colors interact and how to make them 
   work well with each other. With a nearly 
   infinite number of colors, anything is available, 
   but even at your finest control level you 
   probably couldn’t replicate the transitions of a 
   photograph manually. This isn’t to say there isn’t 
   large-palette pixel art! What it does mean is that 
   you should always strive to use as few colors as 
   you need to achieve the desired effect.
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I should also note something about palettes and 
   color. If you’re experienced with traditional art, 
   you may think of colors in a broad sense, like 
   blue, and red, and black, and that shades and 
   blends and tints made with those are still done 
   using that limited palette.
Pixel art palettes refer to the number of 
   independent hexadecimal color codes in a piece. 
   For example, each different shade of blue, dark 
   blue, light blue, unsaturated blue, etc. are each 
   their own color for purposes of counting colors.
The reason is the level of control. Traditional 
   media simply cannot match the level of control 
   a digital artist has over their color selection, and 
   the automatic anti-aliasing that comes with 
   other digital mediums makes palettes similarly 
   difficult to control. Pixel artists can be much 
   more precise with their colors, and so the task 
   of using a limited palette is also made much 
   more precise.

So if pixel art is about technique, what about 
   traditional art techniques you might already 
   have? Will they help? The answer is yes, they 
   will help, but they are not necessary. In 
   particular, proportions, lighting, composition, 
   and perspective skills will help you a lot. Those 
   all fall into the composition category, which I 
   won’t be teaching, but they’re worth seeking out 
   on your own.
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~ Tools
Pixel art is not about specific tools or programs. 
   Microsoft Paint is capable of handling pixel art 
   creation, though it’s definitely the bottom of the 
   barrel. If you’re looking for program 
   recommendations, I personally use GIMP 
   (a freeware relative of Photoshop, which is also 
   viable but is far too expensive to be worth 
   buying for pixel art alone) though its learning 
   curve is very steep, even for an art program. 
   More fitting to many artists is GraphicsGale, 
   the most popular free pixel art program. 
   ProMotion is another that is considered 
   excellent, though it’s a paid program (with a free 
   trial). Any painting program without a 
   single-pixel brush without automatic 
   anti-aliasing isn’t usable for pixel art - for 
   example, I’m pretty sure Corel Painter is 
   literally incapable of providing the control 
   necessary for pixel art, though don’t quote me 
   on that.

I’ve already established that the pencil tool is your 
   best friend, but you don’t need to rely on it 
   alone. Any tool that does something you could 
   do by hand but removes tedium is permitted 
   in standard pixel art. The paint bucket tool is 
   the most common tool other than the pencil, as 
   it just fills any space of a continuous color with a 
   different color. Manually doing that is boring, 
   but completely possible.
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Other tools to stay away from: the pen/paths tool 
   (it may make pretty curves, but it’s the domain 
   of vector art, sorry), the gradient tool (there are 
   no permitted uses of this tool), blurring, 
   airbrushing, smudging, and filters in general. 
   Also avoid the text tool unless you know your 
   font will have no automatic anti-aliasing - in 
   most circumstances it’s more worthwhile to just 
   draw text manually. And even if you do use a 
   font without it, you’ll likely wind up manually 
   anti-aliasing it anyway.
A couple more dramatic tools can adjust colors 
   without changing the pixels themselves (such as 
   levels or the brightness/contrast tool), and basic 
   transformation (flip 90 or 180 degrees) is okay 
   too although you need to be really careful with 
   rotation’s interpolation method. Also, messing 
   around with partial transparency is looked 
   down upon, despite being technically possible.

Before I end, I want to address file type. Pixel art 
   must be saved carefully - we manage the palette 
   and individual pixels very closely, so the 
   compression processes that some file types use 
   can ruin an image completely.
On the following page is a quick guide to common 
   file types.
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~ JPEG/JPG will destroy your image. More than 
   any other file type it creates compression 
   artifacts that will basically require you to 
   recreate your entire piece.
~ BMP will also wreck your image; not as badly as 
   jpg, but enough that you should never ever save 
   as a bmp.
~ GIF is required if you want to make animations, 
   though I guess there’s some magic animated-png 
   technology or something now that I know 
   nothing about. Always save a backup of the file 
   before saving as gif though, as especially in 
   Microsoft Paint it will alter all your colors. 
   Indexed gif palettes are hard to manage and 
   still keep the exact effect you want. There are 
   file converter programs out there to change a 
   file to gif if you need an animation, or you could 
   switch to a program capable of animation.
~ PNG is your best bet. I’ve never run into it, but 
   apparently there’s two kinds of png, and one can 
   alter your colors a bit, but I don’t know how that 
   works personally. And unfortunately, of all the 
   file types, even with that quirk png is the best 
   upload-able format for pixel art.
~ PSD, XCF, and other file types native to specific 
   programs can’t be shared outside of the 
   program, but save perfectly, quickly, and with 
   layers intact. If your program has a native file 
   type, I recommend keeping a native copy of 
   every piece you make in case something goes 
   wrong.

12



All in all, pixel art is pretty simple to understand: 
   it’s art where the control is exerted on single 
   pixels. It’s not about shortcuts. Like all art, it’s 
   hard, and take practice and effort to do well. If 
   that sounds like your thing, you’re ready to 
   move on to the next step!

Exercises:
Every lesson is going to end with a few exercises 
   to try on your own to see if you’ve got the idea. 
   In general, these are best to just do on your own. 
   You should never publicize your results, 
   especially the ones using other peoples’ work as 
   a base. Never EVER claim credit for their work. 
   Only show off things you make yourself.
Largely, I want you to evaluate yourself. However, 
   if you ever want to share your work (out of 
   pride or inquiry), I am always open to messages 
   about this. Instead of posting it publicly, send 
   it to me in an email at 
   thelogbookproject@gmail.com. 
In the subject line or message, include the phrase 
   “Learning Pixel Art”. If you don’t, I won’t see 
   it - I have a filter set up that only forwards 
   messages with those words to my main email to 
   weed out spam. I’ll help in any way I can, and 
   I’d love to see what you come up with as a 
   product of these lessons.
Don’t feel obligated either to do these exercises or 
   to send me the results at all. These will help you 
   improve, but I’m here to inform.
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Uploading Images: The easiest way to upload your 
   creations to show me is to simply attach the file 
   to the email you send to me. You can also use an 
   image-uploading service like Photobucket. 
   While technically you can upload images using 
   Imgur or even Twitter, don’t do this unless you 
   can restrict the people who can see the image to 
   just you.

~ Go to DeviantArt’s pixel art section and browse 
   the newest submissions (here: 
   www.deviantart.com/digitalart/pielart/?order=5). 
   Find three examples of genuine pixel art, and 
   three examples of oekaki or similarly sketched 
   pieces that don’t conform to our definition of 
   pixel art. DeviantArt makes no formal 
   distinction between the formats, and it’s a 
   pretty even mix of the two, so this shouldn’t be 
   too tough, plus DeviantArt moves fast enough 
   that given an hour you can repeat the exercise 
   with a brand new batch of things. (also sadly 
   the vast majority of DeviantArt’s genuine pixel 
   art offerings are on the ground level of skill).
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~ Familiarize yourself with your program. Find 
   the rectangular select tool, the zoom tool, the 
   one-pixel-thickness pencil tool, the hard-edge 
   eraser tool, the flip and rotate tools, and if your 
   program can handle layers familiarize yourself 
   with the controls to create new transparent 
   layers and to duplicate existing layers, as well 
   as the toggles for layer visibility and how to 
   rearrange your layers and switch between them. 
   Find out if your program has a native file type.

~ Take one piece from DeviantArt or elsewhere (I 
   recommend PixelJoint) and save a copy of 
   it in each possible format mentioned (JPG, BMP, 
   GIF, PNG, and a native file type if you have one). 
   Open each side by side and compare how the file 
   types change the image. If you have a native file 
   type, treat that as the purest and observe how 
   PNG produces the closest results.

~ 100x100 Challenge: Each lesson will come 
   with a single special challenge called the 
   100x100 challenge. It will likely be the hardest 
   exercise of the lesson, and will also be the best 
   assessment of your abilities. It will incorporate 
   elements from the lesson itself and from 
   previous lessons.
Open your image program, which is hopefully 
   not Microsoft Paint at this point, and create a 
   new image with the dimensions of 100 pixels by 
   100 pixels.
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Now, taking just what you already know about 
   pixel art, how it works and what tools are 
   and aren’t allowed, draw Nintendo’s 
   character Kirby, as large as you are comfortable 
   being able to make it look good. If you are not 
   familiar with Kirby, here is a reference image:

(Figure 1-01)

(image used under Fair Use, Kirby is copyright Nintendo)
I am not imposing any concrete restrictions about 
   color count, style, cluster number, techniques, 
   or anything but subject matter. Draw Kirby in a 
   way that qualifies as genuine pixel art, as large 
   as you’re comfortable, on a 100x100 canvas.
Save this image safely and put it somewhere you 
   can find later.
Do not worry about the “quality” you perceive 
   it to be! You’ve learned literally nothing about 
   how to make good pixel art yet. Instead, this is a 
   baseline you can look back at later. It’s also just 
   a simple thing to get you to actually start 
   pixelling yourself - the vast majority of your 
   learning about pixel art will come from actually 
   doing it, so just start and don’t be ashamed of it 
   or discouraged by how you think it is now!



Lesson Two:
Clusters
So now we know what pixel art is technically, at 
   least in the context of these lessons. Next we’ll 
   learn about pixel clusters, the single most 
   important concept of pixel art and the basic unit 
   of the medium.
This requires a lot of unpacking.
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This is a single pixel. Just one. Well, technically 
   the one of the right is now 64 pixels, but it’s 
   meant to be a single pixel blown up 8x. Many 
   would think that this is the basic unit of pixel 
   art, and they would be both right and wrong.
Why that’s right: Technically, you will work 
   entirely with single pixels. Every piece is made 
   of a milieu of single pixels, and clusters are 
   made of pixels.
Why that’s wrong: While pixels are the most basic 
   unit of measurement on a computer, pixel art is 
   actually made of groupings of pixels that share a 
   single color called clusters.

(Figure 2-01)
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The reason this “cluster” is a different unit than a 
   pixel is shown here:

Think about what you see here. When you look, 
   you see a cross pattern of the same color. What I 
   tell you is that from the center point the arms of 
   the cross extend two pixels away from the 
   center. This is only apparent because the cross
   bar is one pixel wide, giving a reference for 
   what a single pixel looks like. To alleviate the 
   troubles of explaining this, let’s see another 
   illustration.

(Figure 2-02)

What do you see? A cross pattern with arms 
   extending eight pixels away from a two-pixel 
   crossbar, or the exact same one as above (Figure 
   2-02) viewed at a 2x zoom level?
The answer is: you can’t tell the difference. And 
   that’s the point! This is how resolution works 
   with pixel art. It is determined by the smallest 
   horizontal distance and smallest vertical 
   distance you can see.

(Figure 2-03)
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To repeat this exercise, look back at Figure 2-01. 
   I told you that the one on the right was one 
   pixel, blown up 8x, but was also 64 pixels. Can 
   you tell the difference between those two 
   things? If I hadn’t told you that I was blowing up 
   the image, or put it next to a single pixel, if all I 
   showed you was that big block of yellow, could 
   you have told me that I was showing you a 
   single pixel? I doubt it.

Let’s do a little more illustration to flesh this out.

Now, there are some funky resolutions out there. 
   The one on the left could very well be a square 
   cross in a 1:2 resolution, while the right one 
   could be at home in 2:1. However, all our 
   computers shape single pixels as squares. This 
   means that when we see those crosses, knowing 
   how our computers treat pixels, we can tell that 
   that’s actually a five-by-ten cross and a 
   ten-by-five cross. Essentially, wherever we see 
   the thinnest section of a piece determines the 
   resolution of it, even if it doesn’t line up with a 
   single pixel.

(Figure 2-04)

This is really easy to see with a single cross, but it 
   doesn’t work as concretely as it sounds. 
   Determining what makes a cluster isn’t 
   always easy.

When you see this, I bet you see a X. On the other 
   hand, it’s really easy to argue that, no, that’s nine 
   single pixels! They’re not connected at all!
This is, for lack of a better word, because of a 
   meta-cluster. Now that term sounds absurd, 
   what on earth is a meta-cluster? A meta-cluster 
   takes a single cluster and groups in all the 
   clusters it interacts with. In this case, take the 
   single center pixel and treat it as a one-pixel 
   cluster. In this simple image, what clusters 
   interact with it? Well, the four navy blue 
   sections that touch it! As a single pixel, it is only 
   capable of interacting with four other clusters 
   at the most, though it could interact with fewer. 
   Also, technically in Figure 2-05 all the navy blue 
   forms a single cluster that interacts on all sides 
   of the yellow pixels, so I am ignoring any blue 
   outside the dimensions of the yellow pixels to 
   draw these conclusions.

(Figure 2-05)
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Let’s remove the yellow entirely, just look at those 
   four navy clusters. For better contrast I’ve 
   changed the navy to yellow and made the single 
   pixels navy and changed the other clusters in 
   the meta-cluster to yellow.

(Figure 2-06)
So these are just the four clusters that interact 
   with the central cluster. 
Um... I can still see an X. Why?
Essentially, looking at the meta-clusters lets us see 
   the negative space, which forms an X. It really is 
   nine separate clusters arranged to touch 
   diagonally, but because they’re all the same 
   color and they’re connected by the negative 
   space around them, we see them as linked into 
   an X.

And you know what? We haven’t even scratched 
   the surface of basic cluster management. We’re 
   very good at judging distances between pixels 
   when dealing with something simple like a cross 
   or an X, but how about with something like this 
   cluster?
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(Figure 2-07)
Uh, I think it’s a pair of lungs maybe? What this 
   cluster is actually a picture of doesn’t matter. 
   What does matter is that when the image starts 
   getting even slightly more complex it gets 
   harder and harder to start nailing down the 
   resolution. The crossbar between the two lungs 
   is two pixels wide, but you might not be able to 
   tell it entirely. Here’s the trick: this image’s 
   resolution actually IS 1 pixel, and it CANNOT 
   be reduced by 1/2 like you might expect by any 
   of it. Why? Look at the thickest point, the full 
   vertical distance across either lung. That is 15 
   pixels across, which, of course, cannot be evenly 
   divided in two. As such, you cannot deduce the 
   image is 2x and thus it is at its minimum 
   resolution.
Why do we care? Because when you can’t reduce 
   an image but it still looks like it should be 
   reduced, everything just looks blocky. If the 
   piece gets to look like this, you need to refine 
   it further.
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Typically, your pieces shouldn’t ever look like it’s 
   supposed to be at a reduced size. Here is the 
   same piece refined so it doesn’t look so blocky:
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(Figure 2-08)

Regardless, my point is that while technically the 
   smallest vertical and horizontal distances 
   identifiable in a piece determine your 
   resolution, the truth is that your resolution is 
   instead formed by the smallest apparent cluster. 
   For this reason, the more you avoid 
   single-pixel clusters and other small-pixel 
   clusters the less your resolution becomes visible. 
   If you’re familiar with a couple other pixel art 
   techniques (for example, anti-aliasing and 
   dithering, though don’t worry if those don’t 
   mean anything yet), then you might be 
   wondering how this jives with those. They fit in 
   here, don’t worry! It’s why I said 
   “apparent cluster” and not just cluster. I’ll 
   address those in the next couple segments, so 
   just hang tight with me here.
Now I’m going to stop embarrassing myself as I 
   try to explore resolution and get back to 
   clusters.
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Okay, so clusters are more than that. The next 
   thing I want to talk about is smoothness, refined 
   curves, and avoiding “jaggies.” Basically, the 
   process of refining clusters like Figure 2-07 into 
   those like Figure 2-08.

(Figure 2-09)

This is the most perfect curve in that it has no 
   distinguishable breaks. Of course, it’s also not 
   curved; it’s straight. When working with pixel 
   art, we must deal with a fundamental problem: 
   pixels are squares. They do not curve. As such, 
   we must provide the illusion of a curve 
   ourselves.

(Figure 2-10)

This is the least perfect curve in that it is both not 
   curved but linear and also made of nothing but 
   transition points. It is actually not a bad line to 
   use, but it’s not curvy.
Now for a term: this line is what I refer to as a 
  “50/50 line” for the fact that it is 50% vertical 
   and 50% horizontal. Other names include 
  “perfect diagonal,” “1:1 line,” and “45-degree 
   line.” All of these refer to this angle and 
   consistency of line.
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This is a circle. It is as close to a “perfect circle” as 
   we are likely to get in pixel art. This is the 
   epitome of a smooth curve. Of course, I don’t 
   intend to just leave you with this or anything, 
   let’s see how I made it.

(Figure 2-11)

This is a quarter of that circle (technically it’s the 
   curve and the entire top and left segments). It is 
   also all actually pixelled by hand. I made this, 
   then reflected it around a few times to make the 
   rest of the circle. So for now, let’s forget the rest 
   of the circle and talk about this single curve, the 
   transition from vertical line to horizontal line.

(Figure 2-12)

What if I told you that this was not curved at all   
   but is actually made up of short line segments, 
   end on end? It shouldn’t be too big of a shock;  
   curves are an illusion when you’re locked to a 
   square grid. It is, in fact, made of NINE lines.
To understand how this works, I’m going to 
   explain something called a tangent line. This is a 
   mathematical concept that refers to a line that 
   intersects with a curve at only one spot. Before 
   I explain it fully myself, it’s much easier to see 
   visually if you try it yourself. Grab a piece of 
   paper and a pencil. Find something with a 
   circular base and trace that circle onto your 
   page. Then take a ruler and try to find points 
   and angles where you can intersect the circle at 
   only a single point. Theoretically, the number 
   of lines you can draw this way are infinite, but 
   as you look you’ll start seeing a pattern emerge 
   regarding these lines’ orientations. I’ve done a 
   similar exercise here:

(Figure 2-13)
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In red are the lines tangent to the circle. At the 
   apex of the curve and the base (meaning the far 
   left) of the curve, the tangents are horizontal 
   and vertical. As you move along the curve in one 
   direction, the curves gradually get steeper or 
   shallower (depending on which direction you’re 
   moving along the curve) until it becomes that 
   other curve. At the exact midway point, the 
   tangent is the exact midway between the 
   tangents at the extremes. Put another way, if 
   you imagined a dot moving along the edge  of 
   this curve, if you paused its motion at any given 
   spot the angle it was moving at the time would 
   be the angle of the tangent line there.
Congratulations, you just learned a basic concept 
   of geometry and calculus! Don’t worry, there’s 
   no math actually involved here.
Let’s zoom back in and apply this idea to our 
   quarter-circle.
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(Figure 2-14a-i)

28

I said there were nine lines to the quarter-circle. 
   These are them if I drew the whole tangent line 
   on top of it. Now, these are literally hitting more 
   than one pixel of the line, but given our limited 
   resolving ability we must think abstractly about 
   the circle.
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(Figure 2-15a-i)
This is the same thing as if I limit the line to only 
   where it intersects with the curve. In this way, 
   there are actually nine separate segments that, 
   when linked together, form the curve.
So curves are just line segments of gradually 
   changing steepness linked end on end, right? 
   Does that mean we can just grab the line tool 
   and go and it’ll make us curves?

(Figure 2-16)
Technically, yes. This is a bit exaggerated - I made 
   it in 30 seconds in Paint without zooming in. If 
   you really put some effort into it, you could 
   come up with something nicer. However, there’s 
   more to this than grabbing the line tool because 
   not all lines are created equal. Some lines are 
   more acceptable than others.



Here’s a run-down of some types of lines.

(Figure 2-17)
Another term of mine: these are “even lines,” 
   named for the fact that each segment is the 
   same as every other segment in the line. These 
   form the backbone of all curves. The standard 
   ways I will refer to these curves is: perfect 
   horizontals and perfect verticals, the 50/50 line, 
   and by creating a ratio of vertical distance per 
   segment to horizontal distance per segment 
   (making a line that moves up 5 for every 1 
   across a 5:1 line, or one that moves 1 up for 
   every 2 across a 1:2 line).
Looking at them splaying out from each other, 
   there are a couple significant gap points. There 
   is a major gap between the perfect horizontal/
   vertical and the next line, and a large gap 
   surrounding the 50/50 line (and a minor one 
   between the 3:1 and 2:1 as well as the 1:3 and 
   1:2).
Before we deal with these gaps, I cannot stress the 
   importance of trying to take advantage of even 
   lines whenever possible. They are the best tools 
   you have. In Figure 2-12, seven of the nine lines 
   were even lines.
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Sometimes, the contours of your image will 
   demand that you change to a different curve in 
   the middle of a segment, causing this:

(Figure 2-18, 2-19)
I call this an “incomplete curve.”
As you can see a bit better in the small form of the 
   image, the fact that there are only three pixels in 
   the final segment on the left instead of five 
   actually changes the shape of the curve. The 
   more that gets cut off, the worse it’ll be. This is a 
   more common issue with a large-segmented 
   even line as there’s more room to get cut off in, 
   but is actually worst with a 2:1 or 1:2 line 
   because the angle difference between a 2:1 line 
   and a 50/50 is so large (hence the gap in the even 
   line diagram). 
You have two major solutions.
The better solution is to re-engineer the curve to 
   not end on a cut segment. This is, unfortunately, 
   often very difficult to do in the middle of an 
   image as it often requires changing other areas   
   of the image to accommodate for the change in 
   the exact shape of the curve. However, it is 
   better because it allows the cluster itself to be 
   perfectly shaped.
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The other solution is to fudge the line with 
   anti-aliasing, a technique that allows for 
   modification of clusters without actually 
   changing the root cluster. It is, at best, a shortcut 
   to dealing with this scenario. It is also very easy 
   compared to the other, so I can’t really condemn 
   it - all pixel artists use anti-aliasing. It’s one of 
   the root techniques of the medium, though I also 
   think it’s a bit overused in a lot of cases to patch 
   up problems instead of actually addressing the 
   base issue. I digress though - anti-aliasing is the 
   subject of the next lesson, so we’ll get to that 
   later. Just remember this case.

Now let’s address the gaps in the even line 
   diagram (Figure 2-17). Let’s look at the gaps 
   around the perfectly straight lines first. Now, it’s 
   entirely reasonable that you say “wait, the 
   diagram only goes up to 5:1 lines, maybe it just 
   needs longer segments to close the gap!” Let’s 
   try it.

(Figure 2-20)

Doesn’t look like it. This is from 1:1 to 12:1 and 
   there’s still a gap. However, I’ve actually 
   deceived you a bit. A little logic says that of 
   course we got closer. Why doesn’t it look it? 
   Because I extended the vertical too. And that’s 
   actually a pretty good thing to have spelled out: 
   the longer the final vertical, the longer the 
   second-to-last segment has to be. Exactly 
   assessing what that proportion needs to be is 
   something that takes a bit of practice, but a 
   good rule of thumb is that whatever the last 
   segment’s length is, the next piece should be 
   about half that length, at least as far as making 
   circles is concerned. You should be able to tell 
   when your change of angle is too abrupt.
If you’d like another way of thinking about it, 
   don’t think of the final segment as a perfect 
   vertical. In fact, don’t think of the existence of 
   perfect verticals! Think of it like a single 
   segment in a line, rather than some mystical 
   end-cap.
Oh, and it should go without saying that while the 
   above image only shows from vertical to 50/50, 
   the exact same principles apply when 
   approaching a horizontal.
There’s not a lot more I can teach about filling in 
   the gap around the end pieces. It’s largely touch 
   and go, and I would say that the hardest 
   thing for me personally about crafting curves is 
   finishing them out smoothly. With that, let’s turn 
   to the other gaps in the piece.
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Between the 2:1 and the 50/50 (and the 50/50 and 
   the 1:2) is the largest gap. As luck would have 
   it, we actually have a type of line that CAN fill 
   the spot! In between the 1:1 and 2:1 we have the 
   most common “intermediary line.”

(Figure 2-21)
An intermediary line is a line that switches 
   between two lengths of lines segment, with the 
   lengths always within 1 of each other. The 
   intermediates you see above are the most 
   common ones, which go from a 2 segment to a 1 
   segment to a 2 segment to a 1 segment ad 
   infinitum. Instead of being a 2:1 line or a 1:1 
   line, it’s actually a 3:2 line (aka a 1.5:1 line, but 
   we don’t use fractions in ratios).

Before I talk about other intermediary lines, I 
   should talk a little more about the 3:2 line. The 
   3:2, or the reciprocal 2:3 line of course, is 
   special. It is the most common by far, and will 
   easily be the one you use the most. Even then, 
   just stop and stare at Figure 2-21 that has 
   it next to the even lines. It’s definitely filling the 
   gap, but... they just look less smooth and straight 
   somehow, don’t they? It’s almost irregular, a 
   little jagged-ish. We can fix that with 
   anti-aliasing, and in this way it’ll be good and 
   not sort-of-cheating like when we were talking 
   about incomplete segments on the end of a 
   curve. But, that comes in the next lesson. Just 
   remember that intermediary lines pretty much 
   ALWAYS want anti-aliasing to fix them. For this 
   reason alone you want to stick with even lines 
   whenever possible.
Speaking of “incomplete segments,” this is 
   unfortunately ALWAYS the case with 
   intermediary lines. Working around it is hard, 
   but doable. Your choices are the same as before, 
   but getting your anti-aliasing to both counteract 
   that and to smooth out the bumpiness of being 
   an intermediary line is a lot trickier than doing 
   either thing separately, so it’s often worth 
   getting the craftwork right the first time rather 
   than trying to do a patch job with anti-aliasing.
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Let’s look at a couple of other ones. First the good:

(Figure 2-22)
This shows the 5:2 / 2:5 lines, which at this point is 
   a bit unwieldy as a way of referring to them 
   since it could refer to alternating 4-and-1 
   segments instead of alternating 2-and-3 
   segments, but as I’m referring to intermediary 
   lines assume that the two segment lengths are 
   never more than 1 apart.
This one’s not so bad, actually! This fills in that 
   smaller gap we had before in the even lines 
   diagram, between the 2:1 and 3:1. Fact of the 
   matter is, the further from the 50/50 you move 
   the smoother the intermediaries look. 
HOWEVER, the further you move from the 50/50, 
   the less you actually need an intermediary line 
   - you saw the even lines diagram that went up 
   to the 12:1, the gaps start getting pretty darn 
   thin. But still, rest fairly well if you find yourself 
   needing to use a fairly stretched intermediary 
   line, all you need to worry about is ending on an 
   incomplete segment.
In the same way alternating 1:2 and 2:3 
   intermediary lines are okay, so are 3:4, 4:5, 5:6, 
   and so on.
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You’ve now seen the good side of intermediary 
   lines. In fact, you’ve seen the good side of lines 
   period! But we wouldn’t be complete here 
   without a discussion of the bad side. So without 
   further ado, let’s check out what lines to NOT 
   use!

(Figure 2-23)
In orange are the even lines. In yellow are the 
   problem lines. If you’ve been looking at the 
   same lines I have this whole time, you should be 
   able to tell that these are broken. In fact, I’m 
   going to call these “broken intermediary lines” 
   both because they’re bad and because they look 
   like they are occasionally broken up by a 
   differently-sized segment. These are what a 
   logical person would think might be able to fill 
   into the remaining gap region left by the 
   intermediary lines, but they’re actually a really 
   bad idea. Now, to be entirely honest, you could 
   probably fix this with some creative 
   anti-aliasing but it’s really not worth it.
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Why does this matter? Well, basically because 
   every angle that isn’t an even line or one of the 
   odd-number:2 intermediary lines is one of these. 
   Remember when I made a circle with the line 
   tool in Paint really fast? That circle was made of: 
   a perfect vertical, a broken intermediary where 
   every 8th segment is three-long instead of two, a 
   broken intermediary where every 7th is 
   two-long instead of one, a broken intermediary 
   where every 9th segment is two-long instead of 
   three, and a 1:31 line that’s incomplete on both 
   ends. Basically it’s a mess, and it’s for two 
   reasons: it uses bad lines, and it doesn’t 
   transition gradually enough. This is why the 
   line tool  is dangerous: it mostly produces 
   broken intermediary lines.

So now we’ve learned what clusters (and 
   meta-clusters) are, and why they are the 
   determining factor of resolution. We’ve seen 
   curves, and how circles work. We’ve seen even 
   lines, intermediary lines, and broken 
   intermediary lines, and what makes a curve 
   smooth.
Before we’re done, I want to establish something: 
   while they work as lines, everything I’ve written 
   above also applies to edges of clusters, and that’s 
   where you’ll primarily deal with them. In fact, 
   dealing with actual lines is harder, as they 
   define not only their own line-like cluster but 
   also new clusters on either side of them.
Refer to Figure 2-11, when I was first explaining 
   the idea of a smooth curve. When I drew that, I 
   didn’t really make a circular cluster, I separated 
   an internal circle-shaped cluster from the 
   external cluster.

If I filled it in, then I would just have a circular 
   cluster inside the external cluster. I’ll say it one 
   more time to be clear: lines are not their own 
   clusters, they act to define clusters around them. 
   If you make a thicker line where the pieces all 
   connect, it becomes its own cluster and its own 
   entity in the piece rather than just an element 
   defining the other elements. Keep that in mind 
   when you make lineart.

Let’s wrap up by restating my point: the cluster is 
   the fundamental unit of pixel art. If your 
   clusters aren’t smartly thought-out, no amount 
   of refinement or pixel art trickery will save you. 
   Learn up and read well, because your ability 
   to define clusters is your most important ability 
   from here on out, and everything I discuss will 
   refer to the idea of clusters.
Seriously, don’t keep going until you understand 
   clusters pretty well. It’s really critical. In 
   Appendix B there’s a few links to some other 
   tutorials, so if you’re not yet feeling confident 
   with clusters maybe one of those will be more 
   clear to your mind.

Exercises:
~ Draw three smooth circles: one that’s 14 pixels 
   across, one that’s 18 pixels across, and one that’s 
   21 pixels across. To get used to different curves 
   that aren’t perfectly circular, try making some 
   ovals that are wider than they are tall.
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~ Smooth out this cluster’s angles. Either convert 
   areas to smooth lines or curves.

(Figure 2-24)
(this file is in the Resources folder available with this book)

~ A single cluster is often used when creating a 
   silhouette. Draw a cluster that looks like a 
   human head. There’s a lot of ways to take this 
   exercise, and there are no wrong answers.

~ Using four clusters (most likely three clusters 
   and the cluster on which they rest) define an 
   object in your kitchen. Use exactly four clusters. 
   Plan out how that will work, as it can be 
   deceptive; if you pixel a mug, you’d likely have a 
   mug cluster, a background cluster, a hole cluster 
   where you hold the mug, and a cluster near the 
   top to indicate its openness. Focus on the 
   smoothness of all the cluster boundaries. If you 
   have extra clusters available, consider adding lit 
   highlight clusters to the image. You are limited 
   to four colors, but that’s not a problem because 
   that’s the maximum you can have with four 
   clusters.

~ 100x100 Challenge: Close your eyes and picture 
   a landscape. Whatever sort of environment 
   comes to mind when you closed your eyes is the 
   one you are going to work with.
Now open a 100x100 canvas. Pixel that landscape 
   using solid clusters and smooth curves. You can
   have as many clusters as you need, and as many 
   colors as you desire, with one rule: every 
   single cluster must be, at minimum, 10 pixels 
   large (meaning if you add up all the pixels in a 
   cluster you have 10 or more).
This won’t seem hard at first - after all, it’s a 
   100x100 canvas, that’s pretty giant for now 
   and 10 pixels really isn’t much given that there’s 
   10,000 pixels to work with. However, once your 
   first blocks are in and the actual shapes are 
   starting to form, you want to start adding 
   detail, and this is where things will get harder. 
   You have no color limits, but you’ll quickly 
   realize that if you need to have 10 pixels 
   minimum of a color you have to start choosing 
   carefully. This is a HARD challenge and the thing 
   you produce will likely not be rendered 
   exactly how you want it to be. Don’t be 
   discouraged. I recommend trying this multiple 
   times; it’s a really interesting challenge and one 
   that’ll really get you thinking with clusters 
   rather than with single pixels. If you try to limit 
   your color count it gets even more interesting.
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I won’t usually do this, but I feel like on this 
   challenge I should share my work. I made up 
   this challenge as I was writing the lesson, and 
   wasn’t quite sure of what the difficulty level 
   was, so I did it myself, and I found myself 
   struggling more than I thought I would! A lot of 
   that is a built-in reflex to anti-alias my clusters 
   and to taper my tips to a point, but I wanted to 
   actually show what I had to demonstrate that it 
   is, in fact, doable, and capable of making 
   something that looks pretty nice!

(Figure 2-25)
There are 5 colors and 24 clusters. Took about 
   an hour and a half. Thanks to Daruda for a bit of 
   feedback.
I would REALLY like to see some products of this 
   particular exercise! And since this is entirely 
   original, this one’s totally cool to post to the 
   internet and show off if you’re feeling good 
   about it.

If you really want an intense challenge, try setting 
   a maximum cluster size of 100 pixels. This 
   mandates a certain level of detail to make the 
   image viable. While not too bad if you use a 
   massive number of colors, if you limit your color 
   count this can be really really difficult but very 
   rewarding.


